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Amount of Available Data Grows Rapidly

How to take advantage of such abundance of data?

No choice but to throw 
data away!?

(Imagine how many pictures of cats and 
ōŀōƛŜǎ ǿŜ ǿƻǳƭŘ ƳƛǎǎΧύ

Source: L. CezeΣ L{!¢ {ǳƳƳŜǊΩмр
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AI can Extract Insights from Abundance of Data

AI revolution is happening - letôs look at how it impacts computing

Training data

Training ModelFlower

Elephant

é

Inference PredictionNew data

Model Flower 

Letôs look at deep neural networks (DNNs), 

a very popular branch of AI
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AI is Changing Hardware and Software Services

Hardware for AInow available

Google TPUs

Microsoft Brainwave 
(AI cloud using Intel FPGAs)

NvidiaVolta 
GPU+TensorCore

Intel Movidius

Χ Ƴŀƴȅ ƳƻǊŜ ƴƻǘ ǎƘƻǿƴ ŀƴŘ ƛƴ ǘƘŜ ǇƛǇŜƭƛƴŜ

Real-time intelligent serviceson the rise
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AutoML: Computer-generated custom NNs (e.g., 

available in Google Cloud)

Ensemble of NNs

Mix of NN layer types
(e.g., DeepSpeech2)

FC RNN CNN

Mix of sparse layers 
όŜΦƎΦΣ bLt{Ωмрύ

Mix of uses 
(e.g., context analyses)

Expression?

Face?

Who?

Scene?

Relations/context

Body?

Posture?

images

INT8

INT4
Ternary

Binary

FP11

Mix of precisions
(just a few examples below)

FP16

Bfloat

Evolving AI Needs Programmable & Customizable HW
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ÅDeluges of data Ą process near data, minimize movement

ÅMyriad AI algorithm variations Ą programmability + customizability

Å Interactive, real-time AI services Ą latency optimized architecture

ÅLarger data and AI models Ą need scalable solution

FPGAs are strong in all these areas
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Implications to Computing
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FPGA Overview

X +

1000s of hard ŎƻƳǇǳǘŜ ǳƴƛǘǎ όά5{tέύ
(e.g., 10 TFLOP/s FP32 in Stratix 10 2800)

1000s of Hard {ŎǊŀǘŎƘǇŀŘǎ όάaнлYǎέύ
(e.g., ~30MBs total size, ~10s TB/s in Stratix 10 2800)

Sea of Programmable Logic and Routing

Great for near-data latency-sensitive fine-grained apps

Many I/Osoptions

"Bare-metal" w¢[ άǇǊƻƎǊŀƳέ

Complementary to other general-purpose architectures (CPU, GPU)

Fine-grained general-purpose spatial arch.
(bit-level, cycle-level, dataflow-level programmable)

I/O pins

PCIe
Ethernet

Mem


