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Figure 2: IBM 01 and 04, before and after legalization.

For comparison, we use recently published results on these bench-
marks. In [2], a “shredding” approach was used with the Capo
standard cell placement tool; macro blocks were handled using a
multiple stage approach. This method subsequently improved in
[3]. The multi-level approach of mPG was described in [8], and is
also used for comparison.
Table 2 shows half perimeter wire length (HPWL) results for the

the Capo-based and mPG placement tools on the IBMmixed block
benchmarks. We also show the results of our own tool, and give
the percentage difference between our tool and mPG and the best
result from any Capo-based approach. The gap in half perimeter
wire length may be quite unexpected; we have verified our results
using public tools, and have also exchanged placement results with
our colleagues to check for errors.
Run times are given for each tool, but are not directly compara-

ble. Capo I results are from runs on a 1 GHz Pentium 3 based work-
station, Capo II and III results are with a 2 GHz Pentium 4 worksta-
tion, mPG results are from a 750MHz Sun Blade 1000 workstation,
and our results were obtained on a 2.5GHz Pentium 4 workstation.
With equalized hardware resources, we expect that our placement
method would still obtain the lowest run times. None of the tools
have exceptionally high run times, and all should scale reasonably
well.
In Figure 2, we show placements for IBM 01 and 04, before and

after legalization. We refrain from showing larger benchmarks, as
this increases the size of the electronic version of this paper. With
the electronic version, it should be possible to zoom in to see a
detailed view of the placements.

5. SUMMARY AND FUTUREWORK
In this paper, we have shown that a traditional recursive bisection

placement approach can be adapted to handle mixed block designs.
Key elements of our tool are the use of a fractional cut represen-
tation, and a remarkably simple legalization method. While it is
certainly possible to have designs that cannot be legalized by our
method, we find that in the currently available benchmark circuits,
this is not a problem.
It should be obvious that mixed block placement is far from a

mature research area. The improvement we have obtained is not
incremental, and we anticipate that there is still a great deal of opti-
mization potential. We have focused solely on half perimeter wire
length in this paper; still to be addressed are issues such as tim-
ing, power consumption and thermal issues, and the host of other
problems that plague modern integrated circuit design.
Routability of placements is a significant concern. Our legal-

ization method does not perform the deliberate insertion of “white

space,” so our designs may be somewhat more dense than those of
Capo ormPG. In our research on standard cell placement, however,
we find that a lack of white space does not necessarily imply rout-
ing failures–one of our current efforts is on improving routability
without the need for excess white space insertion.
As part of our current work, we are attempting to improve the

quality of the legalizer–we anticipate that another 5 to 10% re-
duction in wire length can be obtained easily. Our current mixed
block placement tool cannot handle fixed macro blocks or obsta-
cles within the placement area, and we are working on methods to
handle this as well.
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Exponentially large solution space

A mix of NP-Complete problems
  Facility location, bin packing, ….
  Plus the down-stream effects on
  routing, timing, power, ….

Big macro blocks cause a puzzle-fit
  sort of challenge

The size differential between macro
  blocks and standard cells is probably
  the trickiest thing to deal with



EDA Optimization Problems
  minimize f(x1, x2, x3, ….)
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Figure 3: A small graph trapped in a local minima. The cut
for this con�guration is four; it cannot be improved bymov-
ing a single vertex, or swapping any pair. An optimal solu-
tion (with a cut of zero) is obvious.

Figure 4: The “solution space” for a graphwithn vertices has
2n nodes; this graph is heavily connected, with each vertex
has in the solution space having n possible neighbors. Any
combinatorial problem can be visualized this way; each ver-
tex in the solution space has a “cost.” Navigating this solu-
tion space to �nd a good (if not optimal) con�guration is a
fundamental problem in computer science.

solution. With discrete values for variables, and a more complex
objective function, the cost surface has stair-step discontinuities,
and we must pass through higher cost solutions to �nd a lower
cost con�guration elsewhere. The two-dimensional representation
in Figure 5 hides the complexity – the solution space is vast and
complex, with many possible “directions” to go, as indicated in
Figure 4.

(a) An “easy” optimization problem with linear constraints

(b) A “harder” optimization problem with, with many local minima

Figure 5: For continuous optimization problems, with sim-
ple constraints and objectives such as linear inequalities,
methods such as Simplex can converge on an optimal solu-
tion quickly. Problems with discrete values and more com-
plex objectives havemore challenging cost surfaces, littered
with a great many local minima.

The popularity of simulated annealing comes from it’s excellent
hill climbing capabilities. By allowing “uphill” moves (probabilisti-
cally), the optimization process can escape a local minima.

One of the earliest e�ective partitioning heuristics by Kernighan
and Lin[2] (generally referred to as “KL”) also performs hill climbing,
by repeatedly swapping pairs of vertices, and then locking them
in place. The heuristic operates in multiple passes – unlocking all
vertices, and then proceeding until all vertices have switched sides.
If one examines the “cut” metric during a pass, there are many times
where a swap will increase cost – only to have the heuristic climb
over a hill, and then descend into a better “valley.”

In an early study of partitioning algorithms, Johnson[11] com-
pared simulated annealing to the KL heuristic on a set of small
graphs. For a geometric graph with 500 vertices, the annealing
approach had an average cut of 213.32, while KL averaged 232.29 –
giving the advantage to annealing if given the same number of runs.
KL, however was substantially faster; with equalized run times, the
gap narrows signi�cantly. Both annealing and KL were substan-
tially better than local optimization methods, showing the value of
hill climbing.

3.3 E�cient Data Structures
Amajor leap in the speed of partitioning heuristics is due to Fiduccia
and Mattheyeses[3]. A clever gain bucket strategy, coupled with
movement of a single vertex at a time, brought the computational
complexity of a single optimization pass down toO (n), versusO (n2)
or even O (n3) for KL (depending on implementation details). This
speedup did not degrade quality signi�cantly.

In EDA, the variables are typically discrete, leaving a jagged
cost surface with many local minima.  The underlying decision
problems are frequently NP-Complete.  There are no easy ways
to decompose into tractable subproblems, or place tight bounds
on solution quality. 

Starting Point

Nearby minima
Global minima

Solution space for eight binary variables (256 possible
configurations).

Yes, it’s a mess, even for n=8.

For circuit designs, we have n in the millions (or billions)

And it’s frequently not just a binary decision.  Often,
the solution space is O(n!), or worse.

C
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Graph Partitioning
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giving the advantage to annealing if given the same number of runs.
KL, however was substantially faster; with equalized run times, the
gap narrows signi�cantly. Both annealing and KL were substan-
tially better than local optimization methods, showing the value of
hill climbing.

3.3 E�cient Data Structures
Amajor leap in the speed of partitioning heuristics is due to Fiduccia
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A classic NP-Complete problem, with an interesting optimization variant

Given a graph, split it into two roughly-equally sized parts, minimizing the
number of cut edges

Lots (and lots and lots) of local minima.  Local optimization runs out of gas.

D. S. Johnson, C. R. Aragon, L. A. McGeoch, C. Schevon  “Optimization by Simulated Annealing: An Experimental Evaluation”
Operations Research, Vol. 37, No. 6, Nov-Dec 1989



Annealing is Good….
but Kernighan-Lin is good too

Experiments from D. S. Johnson Operations Research paper, implementing KL.

B. Kernighan, S. Lin, “an effective heuristic procedure for partitioning graphs”
Bell Systems Technical Journal, pp. 291-308, 1970



Partitioners Kept Getting Better
B. Kernighan and S. Lin, “An effective heuristic procedure for partitioning graphs”
Bell System Technical Journal, 1970

C. M. Fiduccia and R. M Mattheyses, “A Linear-Time Heuristic for Improving Network Partitions”
Proc. Design Automation Conference, 1982

J. Cong and M. Smith, “Parallel bottom-up clustering algorithm with applications
to circuit partitioning in VLSI design”
Proc. Design Automation Conference, 1993

G. Karypis, V. Kumar, “Multilevel Hypergraph Partitioning”
Proc. Design Automation Conference, 1999What’s So Hard About (Mixed-Size) Placement? ISPD ’22, March 27–30, 2022, Virtual Event, Canada

BM Module Nets FM Min FM Avg CLIPMin Clip Avg hMetis Min hMetis Avg FM/hMetis FM/hMetis CLIP/H min CLIP/H avg
ibm01 12752 14111 191 466 181 390 181 236 1.06 1.97 1.00 1.65
ibm02 19501 19584 266 506 265 545 262 312 1.02 1.62 1.01 1.75
ibm03 23136 27401 1150 2131 1068 1593 959 1068 1.20 2.00 1.11 1.49
ibm04 27507 31970 603 1105 563 1030 542 588 1.11 1.88 1.04 1.75
ibm05 29374 28446 1874 3063 2146 3016 1740 1838 1.08 1.67 1.23 1.64
ibm06 32498 34826 973 1384 977 1520 885 1023 1.10 1.35 1.10 1.49
ibm07 45926 48117 1037 2036 929 1987 848 930 1.22 2.19 1.10 2.14
ibm08 51309 50513 1285 2757 1261 2137 1159 1194 1.11 2.31 1.09 1.79
ibm09 53395 60902 912 2547 674 1770 624 685 1.46 3.72 1.08 2.58
ibm10 69429 75196 1490 2260 1420 2745 1265 1573 1.18 1.44 1.12 1.75
ibm11 70558 81454 1459 4173 1063 2657 963 1146 1.52 3.64 1.10 2.32
ibm12 71706 77240 2256 3791 2387 3770 1899 2133 1.19 1.78 1.26 1.77
ibm13 84199 99666 1181 2249 913 1955 841 979 1.40 2.30 1.09 2.00
ibm14 147605 152772 2963 6824 2356 4176 1928 2126 1.54 3.21 1.22 1.96
ibm15 161570 186608 5106 7770 3571 5689 2750 3218 1.86 2.41 1.30 1.77
ibm16 183484 190048 2363 5668 2638 5974 1758 2339 1.34 2.42 1.50 2.55
ibm17 185495 189581 3052 7212 2803 6998 2341 2430 1.30 2.97 1.20 2.88
ibm18 210613 201920 1706 3686 2268 5227 1528 1669 1.12 2.21 1.48 3.13

Ratio: 1.27 2.28 1.17 2.02

Table 1: Partitioning results from the ISPD98 benchmark set, taken from [13]. Each heuristic was runmultiple times, with the
minimum, maximum, and average cuts shown. Note that hMetis beats the other methods by a wide margin, while also having
consitent results.

Nodes Edges Min Max Average
Flat 12752 14111 9034 9438 9225.5
1st 8118 10093 6859 7168 7025.4
2nd 5380 7772 5516 5812 5657.1
3rd 3675 6434 4642 4948 4797.6
4th 2614 5571 4042 4329 4191.1
5th 1977 4998 3606 3922 3762.5
6th 1592 4562 3281 3613 3444.3
7th 1347 4281 3016 3445 3222.0
8th 1193 4077 2829 3247 3049.0
9th 1084 3930 2666 3135 2923.8
10th 1019 3825 2597 3046 2849.6

Table 2: Clustering of a graph improves the average cut of a
randompartition. The solution space for the clustered graph
is a subset of the solution space for the “parent” graph, and
in particular, a subset consisting mostly of “better” con�gu-
rations.

the scampi approach of the authors fared well. These benchmarks
are summarized in Table 6.

While there were a small number of groups working with mixed-
size placement, industry focus remained on placement with �xed
macro blocks. For the ISPD placement contests[21] in 2005 and
2006, the benchmarks featured large numbers of �xed blocks, and a
great deal of open area “white space.” Results from the 2005 contest
are shown in Table 7; while the bisection based approach of feng
shui was competitive with the analytic tool Aplace for mixed size
benchmarks with movable macro blocks, Aplace far outpaced bi-
section for the �xed block designs. Figure 7 shows two placements
for one of the benchmarks; the analytic approach was able to shift
the cells between the �xed macro blocks, obtaining low intercon-
nection length. The bisection approach, by contrast, treated the
macro blocks as obstacles, and was unable to utilize the open space
e�ectively.

Bench # # # # %Cell %Macro
Mark Nets Cells Macro Pads Area Area
ibm01 14111 12260 246 246 37.23 42.76
ibm02 19584 19071 271 259 24.69 55.31
ibm03 27401 22563 290 283 30.04 49.96
ibm04 31970 26925 295 287 38.03 41.98
ibm05 28446 28146 0 1201 80.01 0.00
ibm06 34826 32154 178 166 34.60 45.41
ibm07 48117 45348 291 287 44.07 35.93
ibm08 50513 50722 301 286 38.79 41.20
ibm09 60902 52857 253 285 40.18 39.82
ibm10 75196 67899 786 744 20.34 59.66
ibm11 81454 69779 373 406 42.36 37.63
ibm12 77240 69788 651 637 28.35 51.65
ibm13 99666 83285 424 490 43.82 36.18
ibm14 152772 146474 614 517 60.36 19.64
ibm15 186608 160794 393 383 53.26 26.74
ibm16 190048 182522 458 504 42.11 37.89
ibm17 189581 183992 760 743 62.80 17.20
ibm18 201920 210056 285 272 71.31 8.69

Table 3: Statistics for the 18 IBM mixed size enchmarks[14].
In each design, there is roughly 20% white space available.

Placement research focusing on the ISPD2005/2006 contest bench-
marks has continued – including a number of e�orts where the
�xed benchmarks are marked as movable[22, 23].

5 EXTENDING THE TECHNIQUES FROM
MULTI-LEVEL PARTITIONING

There is considerable interest in machine learning techniques, in
part because it is “new,” and may be applicable to a range of prob-
lems that were previously handled poorly. While new techniques
are always welcome, we would note that “old techniques” can also
be applied in new ways.

The formulation shown in Figure 6 can be applied on to any
combinatorial problem – if we have a set of variables with discrete
values, a brute-force tree could enumerate the entire solution space
(and would thus contain the optimal solution). The “locking” of

Table taken from C. Alpert, “The ISPD98 Circuit Benchmark Suite,” Proc. ISPD 1998

Run times improved
KL is O(n2 log n), while FM is O(n)

Clustering, and in particular multilevel
clustering, is a game changer

Modern multi-level partitioners are
astonishingly good

The core ideas are applicable to a
wide range of problems.  It’s not
just partitioning.
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multiple stage approach. This method subsequently improved in
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Table 2 shows half perimeter wire length (HPWL) results for the
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benchmarks. We also show the results of our own tool, and give
the percentage difference between our tool and mPG and the best
result from any Capo-based approach. The gap in half perimeter
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station, Capo II and III results are with a 2 GHz Pentium 4 worksta-
tion, mPG results are from a 750MHz Sun Blade 1000 workstation,
and our results were obtained on a 2.5GHz Pentium 4 workstation.
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the electronic version, it should be possible to zoom in to see a
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placement approach can be adapted to handle mixed block designs.
Key elements of our tool are the use of a fractional cut represen-
tation, and a remarkably simple legalization method. While it is
certainly possible to have designs that cannot be legalized by our
method, we find that in the currently available benchmark circuits,
this is not a problem.
It should be obvious that mixed block placement is far from a

mature research area. The improvement we have obtained is not
incremental, and we anticipate that there is still a great deal of opti-
mization potential. We have focused solely on half perimeter wire
length in this paper; still to be addressed are issues such as tim-
ing, power consumption and thermal issues, and the host of other
problems that plague modern integrated circuit design.
Routability of placements is a significant concern. Our legal-

ization method does not perform the deliberate insertion of “white

space,” so our designs may be somewhat more dense than those of
Capo ormPG. In our research on standard cell placement, however,
we find that a lack of white space does not necessarily imply rout-
ing failures–one of our current efforts is on improving routability
without the need for excess white space insertion.
As part of our current work, we are attempting to improve the

quality of the legalizer–we anticipate that another 5 to 10% re-
duction in wire length can be obtained easily. Our current mixed
block placement tool cannot handle fixed macro blocks or obsta-
cles within the placement area, and we are working on methods to
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Armed with the hMetis partitioner, we
built a remarkably simple recursive
bisection based placer, feng shui

“Fractional cut” bisection, tracking only
the circuit area, followed by “tetris”
placement legalization.

It’s about as simple as you can get.
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Bench Capo I[2] Capo II[3] Capo III[3] mPG[8] Feng Shui 2.4
mark HPWL CPU HPWL CPU HPWL CPU HPWL CPU HPWL %Better %Better CPU Legal.

(min) (min) (min) (min) (Capo) (MPG) (min) (sec)
ibm01 3.96 18 3.36 13 3.05 20 3.01 18 2.41 26.56 24.90 3 1
ibm02 8.37 31 8.23 240 6.83 11 7.42 32 5.34 27.90 38.95 5 1
ibm03 12.16 42 11.53 22 10.38 59 11.20 32 7.51 38.22 49.13 6 2
ibm04 13.48 47 11.93 25 10.11 15 10.50 42 7.96 27.01 31.91 7 1
ibm05 11.51 8 11.20 5 11.10 5 10.90 36 10.10 9.90 7.92 8 1
ibm06 10.25 56 9.63 19 9.94 18 9.21 45 6.82 41.20 35.04 10 2
ibm07 15.75 58 15.80 39 15.25 25 13.70 68 11.71 30.23 16.99 13 1
ibm08 21.18 94 18.85 111 17.91 29 16.40 82 13.60 31.69 20.59 16 1
ibm09 19.59 66 17.52 178 19.88 29 18.60 84 13.83 26.68 34.49 15 1
ibm10 60.72 229 53.58 490 45.46 116 43.60 172 37.48 21.29 16.33 22 17
ibm11 28.49 106 26.47 69 29.40 45 26.50 112 19.96 32.62 32.77 21 2
ibm12 51.74 675 55.12 119 55.79 25 44.30 153 35.57 45.46 24.54 23 3
ibm13 39.39 151 33.56 88 37.73 53 37.70 151 24.95 34.51 51.10 26 2
ibm14 56.19 286 52.67 333 50.26 155 43.50 276 38.48 30.61 13.05 52 5
ibm15 70.48 237 64.69 264 65.00 195 65.50 385 52.14 24.07 25.62 87 10
ibm16 N/A N/A 83.14 580 90.01 162 72.40 436 61.33 35.56 18.05 93 15
ibm17 92.38 443 91.50 249 89.17 188 78.50 606 70.60 26.30 11.19 104 16
ibm18 54.90 378 54.11 397 51.84 127 50.70 437 45.05 15.07 12.54 114 18
Avg 29.16 25.84

Table 2: Half perimeter wire length (HPWL) and runtime comparisons for the IBM benchmarks between Capo, mPG, and our
tool. For ratio comparisons with Capo, we used their best result. Run times cannot be directly compared: our experiments use
2.5GHz Linux/Pentium 4 workstations, Capo I used 1GHz Linux/Pentium 3 workstations, Capo II and III used 2GHz Linux/Pentium
4 workstations, and mPG used 750MHz Sun Blade 1000 workstations. All run times are in minutes, with the exception of our
legalization step, which is in seconds.
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on average, compared
to other work from
the era.
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Bench Capo I[14] Capo II[17] Capo III[17] mPG[18] Feng Shui 2.4
mark HPWL CPU HPWL CPU HPWL CPU HPWL CPU HPWL %Better %Better CPU Legal.

(min) (min) (min) (min) (Capo) (MPG) (min) (sec)
ibm01 3.96 18 3.36 13 3.05 20 3.01 18 2.41 26.56 24.90 3 1
ibm02 8.37 31 8.23 240 6.83 11 7.42 32 5.34 27.90 38.95 5 < 1
ibm03 12.16 42 11.53 22 10.38 59 11.20 32 7.51 38.22 49.13 6 2
ibm04 13.48 47 11.93 25 10.11 15 10.50 42 7.96 27.01 31.91 7 < 1
ibm05 11.51 8 11.20 5 11.10 5 10.90 36 10.10 9.90 7.92 8 1
ibm06 10.25 56 9.63 19 9.94 18 9.21 45 6.82 41.20 35.04 10 2
ibm07 15.75 58 15.80 39 15.25 25 13.70 68 11.71 30.23 16.99 13 1
ibm08 21.18 94 18.85 111 17.91 29 16.40 82 13.60 31.69 20.59 16 1
ibm09 19.59 66 17.52 178 19.88 29 18.60 84 13.83 26.68 34.49 15 1
ibm10 60.72 229 53.58 490 45.46 116 43.60 172 37.48 21.29 16.33 22 17
ibm11 28.49 106 26.47 69 29.40 45 26.50 112 19.96 32.62 32.77 21 2
ibm12 51.74 675 55.12 119 55.79 25 44.30 153 35.57 45.46 24.54 23 3
ibm13 39.39 151 33.56 88 37.73 53 37.70 151 24.95 34.51 51.10 26 2
ibm14 56.19 286 52.67 333 50.26 155 43.50 276 38.48 30.61 13.05 52 5
ibm15 70.48 237 64.69 264 65.00 195 65.50 385 52.14 24.07 25.62 87 10
ibm16 N/A N/A 83.14 580 90.01 162 72.40 436 61.33 35.56 18.05 93 15
ibm17 92.38 443 91.50 249 89.17 188 78.50 606 70.60 26.30 11.19 104 16
ibm18 54.90 378 54.11 397 51.84 127 50.70 437 45.05 15.07 12.54 114 18
Avg 29.16 25.84

Table 4: Half perimeter wire length (HPWL) and runtime comparisons for the IBM benchmarks between Capo, mPG, and
our tool. For ratio comparisons with Capo, we used their best result. Run times cannot be directly compared: our experi-
ments use 2.5GHz Linux/Pentium 4 workstations, Capo I used 1GHz Linux/Pentium 3 workstations, Capo II and III used 2GHz
Linux/Pentium 4 workstations, and mPG used 750MHz Sun Blade 1000 workstations. All run times are in minutes, with the
exception of our legalization step, which is in seconds.

Benchmark Capo mPG-MS feng shui Aplace Uplace
ibm01 0.31 0.30 0.24 0.23 0.25
ibm02 0.68 0.74 0.53 0.50 0.54
ibm03 1.04 1.20 0.75 0.72 0.73
ibm04 1.01 1.05 0.80 0.83 0.82
ibm05 1.11 1.09 1.01 0.98 1.09
ibm06 0.99 0.92 0.68 0.68 0.67
ibm07 1.53 1.37 1.17 1.05 1.18
ibm08 1.79 1.64 1.36 1.46 1.34
ibm09 1.99 1.86 1.38 1.38 1.48
ibm10 4.55 4.36 3.75 3.00 3.52

Table 5: In 2004/2005, analytic placement tools closed the
gap with recursive bisection, obtaining results within a few
percentage points for the ten smallest examples in the IBM
mixed size suite.

variables, and forced changes of a pass of FM, allow partitioning
heuristics to climb out of local minima, �nding better solutions.

The clustering of multi-level methods reduce the size of the
solution space – and importantly, remove a great many “bad” con-
�gurations, making it easier to pass from one “good” solution to
another.

These key ideas can be applied to problems that look nothing
like partitioning. For example, the detailed placement engine within

Benchmark APlace2 feng shui SCAMPI
040 20.70 20.60 18.80
098 22.60 24.00 30.70
336 2.20 7.60 3.30
353 4.60 31.50 6.30
523 27.50 348.70 37.10
542 0.70 x 0.80
566 46.90 493.60 69.30
583 20.60 x 25.10
588 4.80 x 6.90
643 3.00 15.30 3.70
DCT 33.10 184.70 37.20

Table 6: When placing large numbers of macros, the puzzle
�tting element can be di�cult to handle e�ectively. For the
cal benchmark set, feng shui exhibited worst case behavior
for most designs, with dramatic increases in interconnect
length, and frequent overlap violations. The �xed-outline
�oor plan centric approach of scampi performed much bet-
ter.

the current version of feng shui utilizes the partitioning-style hill
climbing approach[24]. For windows that can have hundreds of
standard cells, detailed placement seeks to rearrange the cells to
minimize interconnect length.
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Bench Capo I[14] Capo II[17] Capo III[17] mPG[18] Feng Shui 2.4
mark HPWL CPU HPWL CPU HPWL CPU HPWL CPU HPWL %Better %Better CPU Legal.

(min) (min) (min) (min) (Capo) (MPG) (min) (sec)
ibm01 3.96 18 3.36 13 3.05 20 3.01 18 2.41 26.56 24.90 3 1
ibm02 8.37 31 8.23 240 6.83 11 7.42 32 5.34 27.90 38.95 5 < 1
ibm03 12.16 42 11.53 22 10.38 59 11.20 32 7.51 38.22 49.13 6 2
ibm04 13.48 47 11.93 25 10.11 15 10.50 42 7.96 27.01 31.91 7 < 1
ibm05 11.51 8 11.20 5 11.10 5 10.90 36 10.10 9.90 7.92 8 1
ibm06 10.25 56 9.63 19 9.94 18 9.21 45 6.82 41.20 35.04 10 2
ibm07 15.75 58 15.80 39 15.25 25 13.70 68 11.71 30.23 16.99 13 1
ibm08 21.18 94 18.85 111 17.91 29 16.40 82 13.60 31.69 20.59 16 1
ibm09 19.59 66 17.52 178 19.88 29 18.60 84 13.83 26.68 34.49 15 1
ibm10 60.72 229 53.58 490 45.46 116 43.60 172 37.48 21.29 16.33 22 17
ibm11 28.49 106 26.47 69 29.40 45 26.50 112 19.96 32.62 32.77 21 2
ibm12 51.74 675 55.12 119 55.79 25 44.30 153 35.57 45.46 24.54 23 3
ibm13 39.39 151 33.56 88 37.73 53 37.70 151 24.95 34.51 51.10 26 2
ibm14 56.19 286 52.67 333 50.26 155 43.50 276 38.48 30.61 13.05 52 5
ibm15 70.48 237 64.69 264 65.00 195 65.50 385 52.14 24.07 25.62 87 10
ibm16 N/A N/A 83.14 580 90.01 162 72.40 436 61.33 35.56 18.05 93 15
ibm17 92.38 443 91.50 249 89.17 188 78.50 606 70.60 26.30 11.19 104 16
ibm18 54.90 378 54.11 397 51.84 127 50.70 437 45.05 15.07 12.54 114 18
Avg 29.16 25.84

Table 4: Half perimeter wire length (HPWL) and runtime comparisons for the IBM benchmarks between Capo, mPG, and
our tool. For ratio comparisons with Capo, we used their best result. Run times cannot be directly compared: our experi-
ments use 2.5GHz Linux/Pentium 4 workstations, Capo I used 1GHz Linux/Pentium 3 workstations, Capo II and III used 2GHz
Linux/Pentium 4 workstations, and mPG used 750MHz Sun Blade 1000 workstations. All run times are in minutes, with the
exception of our legalization step, which is in seconds.

Benchmark Capo mPG-MS feng shui Aplace Uplace
ibm01 0.31 0.30 0.24 0.23 0.25
ibm02 0.68 0.74 0.53 0.50 0.54
ibm03 1.04 1.20 0.75 0.72 0.73
ibm04 1.01 1.05 0.80 0.83 0.82
ibm05 1.11 1.09 1.01 0.98 1.09
ibm06 0.99 0.92 0.68 0.68 0.67
ibm07 1.53 1.37 1.17 1.05 1.18
ibm08 1.79 1.64 1.36 1.46 1.34
ibm09 1.99 1.86 1.38 1.38 1.48
ibm10 4.55 4.36 3.75 3.00 3.52

Table 5: In 2004/2005, analytic placement tools closed the
gap with recursive bisection, obtaining results within a few
percentage points for the ten smallest examples in the IBM
mixed size suite.

variables, and forced changes of a pass of FM, allow partitioning
heuristics to climb out of local minima, �nding better solutions.

The clustering of multi-level methods reduce the size of the
solution space – and importantly, remove a great many “bad” con-
�gurations, making it easier to pass from one “good” solution to
another.

These key ideas can be applied to problems that look nothing
like partitioning. For example, the detailed placement engine within

Benchmark APlace2 feng shui SCAMPI
040 20.70 20.60 18.80
098 22.60 24.00 30.70
336 2.20 7.60 3.30
353 4.60 31.50 6.30
523 27.50 348.70 37.10
542 0.70 x 0.80
566 46.90 493.60 69.30
583 20.60 x 25.10
588 4.80 x 6.90
643 3.00 15.30 3.70
DCT 33.10 184.70 37.20

Table 6: When placing large numbers of macros, the puzzle
�tting element can be di�cult to handle e�ectively. For the
cal benchmark set, feng shui exhibited worst case behavior
for most designs, with dramatic increases in interconnect
length, and frequent overlap violations. The �xed-outline
�oor plan centric approach of scampi performed much bet-
ter.

the current version of feng shui utilizes the partitioning-style hill
climbing approach[24]. For windows that can have hundreds of
standard cells, detailed placement seeks to rearrange the cells to
minimize interconnect length.

Ouch! Placement legalization disaster!



Why is macro block placement still manual?

There are lots of good attempts at mixed size placement, but they have not caught on.

Why? Circuit design is an iterative process.  The designers have an initial net list, and
then edit/tweak the RTL until they get what they want.

A software developer doesn’t just run a compiler once.  Neither does a circuit designer.

Large fixed macro blocks give stability and predictablity.  In run after run of the tools,
the flow converges to the desired design.  Analytic placers work well with fixed macro
blocks, fixed macro blocks work well with analytic placers, and the methodology that is
in place is the one that is working well.



Traditional Algorithms vs. Machine Learning

IMO, if designers want automated mixed size placement, fractional cut recursive
bisection is the way to go. Especially if there’s a fix for the legalization problem.

The reinforcement learning approach is interesting, but I would really like to see
results on standard benchmarks.

And to hit this point one more time:
Modern multi-level partitioners are amazing
There’s a lot more here than one might expect!
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